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An Introduction to Statistics

• In which we discuss:
• Means and Medians
• Standard Deviation
• Histograms
• Confidence Intervals
• P-values
• ANOVA
• T-tests
• Pearson’s chi-squared test
• Exact tests
• Logistic regressions
• Monte Carlo simulations





We’re 
journalists, 

not 
scientists.



Good luck convincing your 
editor to publish the words

“logistic regression.”



It’s possible to use complex 
statistical techniques to create 

compelling, powerful, hard-hitting 
stories that change the world.





The tools used in most stories – including 
excellent stories – are far simpler.

They include counting, summing, grouping 
and ranking.

But Don’t Overthink



Seeking the Middle.
The most descriptive element of a group of things is often 

found in the center.



The mean is the average of a set of numbers. Compute it by adding 
your set together and then dividing by the number of things in your set.

3 + 7 + 12 + 19 + 54 = 95

 95
5 = 𝟏𝟗

3 7 12 19 54

Calculating Means

Excel =AVERAGE(range)

R mean(vector)



The median is the actual middle of a set of numbers.

3 7 12 19 54

Calculating Medians

Excel =MEDIAN(range)

R median(vector)



If there you have an even count of numbers, the 
median is the mean of the middle two numbers.

3 7 12 19

7 + 12

2
=
19

2
= 𝟗. 𝟓



Who cares?
Why do we need two different techniques?



New York Yankees' 2013 Roster*

Player Salary Player Salary
Alex Rodriguez $  29,000,000 Joba Chamberlain $  1,875,000 
Vernon Wells $  24,642,857 Brennan Boesch $  1,500,000 
CC Sabathia $  24,285,714 Shawn Kelley $     935,000 
Mark Teixeira $  23,125,000 Jayson Nix $     900,000 
Derek Jeter $  16,729,365 Ivan Nova $     575,600 
Robinson Cano $  15,000,000 Clay Rapada $     553,625 
Curtis Granderson $  15,000,000 David Aardsma $     540,000 
Hiroki Kuroda $  15,000,000 Eduardo Nunez $     533,300 
Andy Pettitte $  12,000,000 Michael Pineda $     528,475 
Kevin Youkilis $  12,000,000 Francisco Cervelli $     515,350 
Mariano Rivera $  10,000,000 Chris Stewart $     515,100 
Phil Hughes $    7,150,000 David Phelps $     512,425 
Ichiro Suzuki $    6,500,000 Cody Eppley $     510,350 
Boone Logan $    3,150,000 Sam Demel $     491,200 
David Robertson $    3,100,000 Melky Mesa $     490,200 
Brett Gardner $    2,850,000 Cesar Cabral $     490,000 
Travis Hafner $    2,000,000 

* Source: “Baseball salaries for 2013”, Newsday, http://data.newsday.com/long-island/data/baseball/mlb-salaries-2013/?fieldSelect-team=New+York+Yankees

Mean $7,060,562

Median $2,000,000

“In 2013, the average
salary for players on the 
New York Yankees was 
more than $7 million.”

“About half the players on 
the 2013 New York Yankees 
earned less than 
$2,000,000.”

Which number 
best describes your 
data?



The mean is 
sensitive to 

outliers.



At core, our mission is to tell the truth.

Improper use of statistical methods – both simple and 
complex – can obscure reality and distort our stories.



Other Tools for Describing Data

Smallest
Number

First 
Quartile 

(25%)

Second 
Quartile 

(50%, the 
median)

Third 
Quartile

(75%)

Largest 
Number

Quartiles are medians on steroids.

Correlation measures the degree 
to which groups of numbers move 
together. It ranges from -1 
(numbers move in opposite 
directions) to 1 (numbers move in 
sync).

5 7 10 12 14 19 23 31

-9 -4 -3 -4 5 10 11 19

These two lists of numbers are highly correlated (the correlation is 
+0.97). “Correlation does not imply causation.”

Calculating Quartiles

Excel =QUARTILE(range, quartile)

R quantile(vector)

Calculating Correlations

Excel =CORREL(range1, range2)

R cor(vector1, vector2)



One of the rare instances in which 
I’ve used the mathematical concept 
of correlations in a story.



Sometimes, it’s 
best to look at a 

picture.



Histograms are a powerful tool.



They show you the count of things in 
equal-sized ranges in your data.



The count is often called the frequency, and 
the ranges are called bins, buckets or groups.



In this histogram, 
you can see there 
are about 90 records 
(the count) in the 
range around 
$200,000.

The range (“bin”) 
around $200,000 
was automatically 
created by the tool I 
used to plot this 
data.



The ability to quickly visualize data is one of the 
most important skills in effective exploratory 

analysis.



Here, two histograms show the distribution of salaries for 
different groups. How will the means and medians compare?



Mean $199,259.70

Median $198,858.50

The mean and median are nearly 
identical. It’s fair to simply say:

“The average salary is 
$199,230.”

Mean $315,496.40

Median $194,029.70

The histogram shows us why the 
mean and median tell different 

stories.
“The average salary is $315,496, 

but half earn less than $194,030.”



Histograms help you better see the variation in your data. A common 
measure is the standard deviation, which tells you how far your 
numbers spread from the mean.

Standard Deviation $19,506.30

Most of the numbers are grouped near 
the mean

Standard Deviation $412,513.40

Some of the numbers are very far away
from the mean.

Calculating Standard Deviation

Excel =STDEV(range)

R sd(vector)



Histograms are actually helping you see the distribution of 
your numbers.

Distributions come in dozens of flavors.



Normal Distribution



The Log-Normal Distribution



The Cauchy Distribution



If you know the distribution of a set of numbers, you can 
make assertions about the probability of the values you 

observe.

In real life, you’re almost never handed any information 
about a distribution, so this isn’t possible.

Understanding the distribution of your data is critical if you 
plan on using more advanced statistical techniques.



Over the last year, I’ve worked on a series of stories about 
insider trading by corporate executives.

As part of the process, I wanted to identify executives who 
made improbably lucky trades before news.

Stock returns are notoriously difficult to model. Their 
distributions mutate over time and the odds of improbable 

events are often nearly impossible to estimate.



To help me identify individuals whose trading warranted 
further study, I used a tool called a Monte Carlo simulation

to estimate the probability of the returns of each of the 
roughly 20,000 executives who bought or sold stock 

between 2004 and 2012.



Date Trade Shares Amount PPS T+20 Returns
7/9/2007Sale 7,353 $        98,994 $  13.46 $  10.21 24.2%

7/12/2007Sale 7,353 $        98,987 $  13.46 $    9.85 26.8%
7/13/2007Sale 7,353 $     102,207 $  13.90 $  10.78 22.4%
7/16/2007Sale 7,353 $     100,543 $  13.67 $  10.10 26.1%
7/17/2007Sale 7,353 $     100,368 $  13.65 $  10.28 24.7%
7/18/2007Sale 7,353 $        99,111 $  13.48 $  10.29 23.7%
7/19/2007Sale 7,353 $     101,104 $  13.75 $  10.47 23.9%
7/20/2007Sale 7,353 $        99,404 $  13.52 $  10.59 21.7%
7/23/2007Sale 14,706 $     201,472 $  13.70 $  10.59 22.7%
7/24/2007Sale 14,706 $     197,943 $  13.46 $  10.59 21.3%
1/25/2008Buy 45,000 $     256,707 $    5.70 $    6.95 21.8%
1/28/2008Buy 43,000 $     248,931 $    5.79 $    7.12 23.0%
1/29/2008Buy 43,000 $     249,787 $    5.81 $    7.28 25.3%
1/30/2008Buy 10,000 $        59,658 $    5.97 $    7.36 23.4%



Between 2007 and 2012, this executive’s 101 trades 
averaged 20-day returns of 17.6%.

That’s very good. But how can we determine whether it’s 
unlikely?



By randomly shuffling the executive’s trades, we 
can calculate a distribution of possible returns for 

the given combination of trades.

If few or none of these random simulations have 
returns in excess of those scored by our executive, 

we know the pattern of trading is exceptional.





The answer: Very unlikely.

Fewer than 1 in 1,000,000 sequences of trades in our simulation 
were as good as those by this executive.


